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ABSTRACT
Retrieval-Augmented Generation (RAG) systems hold significant
potential as educational tools, particularly for enhancing the accu-
racy and reliability of large language models (LLMs) in academic
settings, such as historical textbook question-answering (TQA).
However, the risk of hallucinations remains a major challenge, es-
pecially in the context of historical textbooks where content may
vary based on publication time and location. This paper proposes
a novel approach to address this issue by introducing a tailored
warning system within RAG-based TQA systems. The system dy-
namically detects and alerts users to potential hallucinations or
biases in generated responses, offering real-time, context-sensitive
warnings to improve the trustworthiness and transparency of the
system. Through a comparative user study, we assess the effective-
ness of this approach in enhancing hallucination detection and user
confidence, compared to generic and no-warning conditions. Our
results suggest that a tailored warning system improves both the
accuracy of identifying inaccuracies and user trust in the infor-
mation provided. This approach has the potential to significantly
contribute to the current RAG system design, particularly in edu-
cational settings, by promoting user awareness and reducing the
risks associated with AI-generated misinformation.
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1 INTRODUCTION
A retrieval-augmented generation (RAG)-based system holds sig-
nificant potential as an educational tool to retrieve information
from academic textbooks. [1]. Incorporating contextually relevant
information through RAG could enhance large language model
∗All authors contributed equally to this research.
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(LLM) outputs with more accurate responses. However, concerns
arise regarding the reliability of RAG-based textbook question-
answering (TQA) systems. LLMs are known to sometimes produce
plausible-sounding yet incorrect or biased information, also known
as hallucinations [5]. In the specific context of retrieval of historical
textbooks, issues are compounded by the inherent inaccuracies de-
pendent on the time and location of publication [15]. Consequently,
RAG systems can unintentionally reinforce these biases, which
could affect the trustworthiness of the information users get [27].
Research has shown that the use of LLMs in education has not only
been a performance enhancer but also a habitual tool for learners
[20]. With this reliance on RAG and LLM technologies as an edu-
cational tool, it remains imperative to address these challenges to
ensure they deliver dependable and unbiased content.

Research has been conducted on the effectiveness of warning mes-
sages in harm prevention in human interactions with LLM-based
tools. Farsight provides a comprehensive overview of potential
harms in AI-based tools early in the design and prototyping stages
[25]. Warning messages in LLM tool interfaces have also been
shown to improve the detection of hallucinations without signifi-
cantly affecting the perceived truthfulness of genuine content [14].
Methods to automatically evaluate LLM biases and implement debi-
asing strategies have been proposed [7] [9]; however, users remain
unaware of these biases. While existing research establishes a foun-
dation for effectiveness in tool design and basic chat interaction,
any attempts to develop and evaluate a tailored warning system
within a RAG-based TQA have yet to be explored.

In this paper, we propose a novel approach to enhancing trust and
transparency in RAG systems for TQA. Our key insight is to in-
corporate a tailored warning system that actively identifies and
alerts users to potential hallucinations or biases in the generated
responses. Unlike general warning mechanisms, our approach dy-
namically adapts to the specific context of each question and the
retrieved content, providing users with targeted alerts based on the
nature and reliability of the information presented. By focusing on
a warning system that both detects and communicates potential
inaccuracies, we aim to create a more interactive and user-aware
RAG experience that directly addresses the critical issues of hallu-
cinations and misinformation in educational settings.

Additionally, we conduct a comparative study to assess the effec-
tiveness of our tailored warning system. This study examines three
configurations: no warnings, general warnings, and our tailored
warning system. Key evaluation metrics include the accuracy of
hallucination detection, user trust in system responses, and over-
all satisfaction with the user experience. We hypothesize that the
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tailored warning system will improve accuracy in identifying inac-
curacies and enhance user confidence in the information provided.

Our key contributions are as follows: We propose and evaluate a
user-and-context-tailored warning approach, where the warning
messages adapt depending on the type of interaction. We investi-
gate how tailored warning messages impact users’ ability to detect
hallucinations, their decision-making processes, and their final ac-
curacy in a TQA task, compared to the baselines of no warnings
and standard warning messages.

2 RELATEDWORK
Technical Improvements in Retrieval Accuracy. Since the foun-
dational RAG framework was published [21], significant advances
have been made to enhance retrieval accuracy and address chal-
lenges related to misinformation. Initial RAG models occasionally
propagated factually incorrect information due to inaccurate doc-
uments, which limited their reliability [3]. New approaches have
introducedmechanisms to improve factual accuracy and content rel-
evance. QA-RAG leverages a question-answer format to restructure
retrieved content, cross-referencing them with internal knowledge
to enhance response quality [11]. RAGAR addresses political fact-
checking through a “Chain of RAG” approach, which iteratively
verifies evidence to reduce the model’s acceptance of false informa-
tion [8]. Domain-specific RAG adaptations, such as RAG-end2end,
further improve accuracy by jointly training the retriever and gener-
ator with domain-relevant data, such as in COVID-19 research [18].
FIT-RAG focuses on token usage efficiency for black-box RAGs,
improving accuracy and resilience against misinformation in open-
domain QA tasks [12]. Others such as MisLC tackles societal misin-
formation by incorporating legal considerations, suggesting that
RAG models could benefit from integrating legal knowledge to
enhance factual accuracy, especially in sensitive areas like privacy
and hate speech [10]. While collectively, these innovations mark
a notable progression in RAG capabilities, challenges in dynamic
error correction and self-verification persist, and models can still
be “easily misled by documents containing incorrect facts"[3].

RAG Explainability. Explaining the output of Retrieval Aug-
mented Generation (RAG) models poses challenges closely tied to
the general issue of LLM explainability, particularly regarding con-
tradictions in internal contexts and hallucinations. Several works
have introduced techniques to provide explainable LLM output
by altering input components that influence RAG outputs [21].
Additionally, evaluation studies [26] show that RAG models often
adopt incorrect retrieved content, overriding their own correct prior
knowledge in over 60 percent of cases when faced with contradic-
tions between internal priors and externally retrieved evidence.
Recent efforts to reduce hallucinations have made progress, em-
ploying methods such as iterative feedback loops [16] and cognitive
mechanism self-refinement [28]. While techniques exist to detect
errors stemming from context conflicts and hallucinations, most
RAG frameworks remain highly automated, offering limited trans-
parency to users. Consequently, there are few opportunities for
users to examine and intervene in the processes that lead to hallu-
cinations or conflicts. Introducing a user interface that visualizes
potential pitfalls at each step of the RAG framework, and allows

users to make informed adjustments, could significantly enhance
the system’s explainability to common users.

Multi-modal RAG frameworks. Recent studies have proposed
various multi-modal RAG frameworks to retrieve usable context
from complex input data. The incorporation of visual informa-
tion in question answering began with VQA and OK-VQA [13],
where the frameworks required clearly associated image and text
inputs. With advancements in natural language supervision [17],
in-context learning, and cognitive structure modeling, more com-
prehensive multi-modal frameworks have been proposed [4] [22].
However, these frameworks generally handle diverse types of ques-
tion and answering but do not perform the specific tasks required
for RAG models in particular user scenarios. Design adjustments,
such as incorporating an abbreviation dictionary [19] or a knowl-
edge graph [30], have been added to the RAG pipeline to better
integrate domain-specific knowledge, such as chip design termi-
nologies and clinical medical definitions. Despite these advance-
ments, current multi-modal frameworks still struggle to retrieve
niche, domain-specific contexts, particularly relevant to human
experience in specialized fields like chip design or medicine. One
way to improve the fidelity of retrieved information is by allowing
users to interact with and adjust the retrieved context. For instance,
users could be given the option to view, modify, or confirm the
context associated with their query to ensure its relevance and
accuracy. This shift moves beyond the passive retrieval of data to
more dynamic, user-driven context refinement.

Human-centric accuracy in RAG systems. Improving the ac-
curacy of RAG often involves retrieval algorithms and optimizing
query-document matching. Techniques such as dense passage re-
trieval [6] and multi-hop retrieval [23], which use learned embed-
dings instead of sparse vector space models, have enhanced the
accuracy of open-domain question answering systems. Even with
these advancements, however, RAG systems seem to struggle with
expert questions and domain-specific scenarios where context pre-
cision is necessary, particularly in specialized applications such as
in-house systems [24].These challenges underscore the complexity
of information retrieval in an era of expanding digital knowledge
repositories. The nuanced nature of expert-level queries demands
sophisticated approaches that navigate intricate contextual land-
scapes beyond traditional mechanisms. Furthermore, the evolving
landscape of AI-driven systems necessitates a more adaptive ap-
proach to contextual understanding and retrieval. This requires not
just algorithmic improvements, but a rethinking of how systems
interpret complex user queries. In parallel, studies on interactive
systems have highlighted the possibility of using user feedback
to dynamically modify received content, enabling for real-time
correction and refinement [2]. Active learning frameworks and
user-driven feedback loops have demonstrated potential in person-
alized retrieval, allowing users to modify results accordingly [29].

In previous work, accuracy improvements through model refine-
ment and user-driven feedback have remained separate in practice.
While baseline studies have found that warning messages improves
user detection of hallucinations, we aim to extend the study by
verifying whether a tailored warning message system would result
in better hallucination detection and higher accuracy in TQA tasks.
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3 METHODOLOGY
To evaluate the effectiveness of our tailored warning system in a
Retrieval-Augmented Generation (RAG) context, we designed a user
study combining both quantitative and qualitative methods. Our
study involved the development and deployment of a web-based
question-answering interface, VERA, integrated with three differ-
ent warning configurations. The primary goal was to assess how
each condition influenced users’ ability to detect hallucinations in
AI-generated responses.

A total of 18 participants were recruited from the Stanford un-
dergraduate student population. The study was conducted in a
controlled setting, and all participants were at least 18 years old
and provided informed consent. Further details on data generation,
participant assignment, and the specific experimental setup are
described in the following subsections.

3.1 Data Generation
We designed a questionnaire based on the AMSCO AP US His-
tory Textbook. A random excerpt was selected as the basis for our
questionnaire. To avoid any impact from the LLM’s memory of
previously inputted data or influence on our question design, we
generated the questions independently. We used OpenAI’s GPT-4
model to generate responses, as this is the most recent version
available.

To generate hallucinated responses, we first prompted GPT-4 to
produce the correct response based on the textbook excerpt stored
in the database [14]. We manually cross-checked this with the text-
book and other references to ensure accuracy. We then crafted
prompts to produce two levels of hallucination: low and high. The
low level of hallucination includes minor factual inaccuracies that
are difficult to detect at first glance. In most cases, participants
would need to double-checkwith original sources or cross-reference
other materials to identify these errors. High-level hallucinations
contain clear inaccuracies that should be immediately noticeable,
assuming participants have basic common sense and foundational
knowledge. We verified that both levels of hallucinated responses
did not include correct information.

3.2 Experiment Design
We conducted a 3x3 mixed design experiment, with three levels
of warning message (no warning (control), standard warning (con-
trol), tailored warning (treatment)) and three levels of response type
(correct output, low-level hallucination, high-level hallucination).
Our objective was to investigate the effect of a tailored warning
message on participants’ ability to detect hallucinations and their
decision-making process when answering the questionnaire.

Participant Recruitment. All 18 participants were recruited from
the Stanford undergraduate population. The study was restricted to
participants who were at least 18 years old and located in the U.S.,
with an age range between 20 and 23. All participants provided
informed consent to participate voluntarily, after we explained the
potential impacts of the study.

Materials. We divided eighteen questions into three groups of
six. For each group, we prepared genuine, low-level hallucination,
and high-level hallucination responses. This process resulted in a
questionnaire of 18 multiple-choice questions, each accompanied
by either a genuine, low-level hallucinated, or high-level halluci-
nated response. All participants in the two control groups and the
treatment group received the same set of questions and responses;
only the warning messages differed: no warning, standard warning,
or tailored warning.

Procedure. Participants were randomly assigned to one of three
groups (control with no warning, control with standard warning,
and treatment with tailored warning). Each group saw an interface
corresponding to its assigned warning condition. Participants were
then tasked with completing an 18-question history questionnaire
on a topic from the AP US History excerpt, using assistance from
the RAG interface. For each question, participants entered the ques-
tion into the interface and read through the response, which fell
into one of three categories: no hallucination, low-level hallucina-
tion, or high-level hallucination. They then rated the accuracy of
each response on a scale from 1 to 5 (1 being completely inaccurate,
5 being completely accurate). After evaluating the response, they
moved on to the next question, repeating this process until they
completed all questions.

After completing the task, we asked follow-up questions about
their overall experience. Specifically, we asked if they knew the
answer to certain questions beforehand to qualitatively assess how
prior knowledge impacted their perception of the RAG interface’s
accuracy. As participants were randomly assigned to each group,
we assumed that prior history knowledge levels were similar across
all groups.

4 RESULTS
The analysis of the study data reveals useful insights into the perfor-
mance of the three experimental groups in detecting hallucinations
in RAG-based TQA systems and their overall user experience.

(a) Gender Distribution (b) Age Distribution

Figure 1: Survey Demographics

Figure 1 depict the ages and gender of the interviewees. The gender
distribution indicates a nearly even split, and the age distribution
reveals a focus of individuals around 20-23 years old. As such, it
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would be reasonable to assume the following results are not heavily
gender-biased, but they may certainly be different if done again on
a different age group.

Accuracy of Answers. The heatmap in Figure 2 summarizing
the accuracy of participants’ answers under the three warning
conditions shows notable differences in performance. Participants
exposed to tailored warnings demonstrated the highest accuracy
across all hallucination levels, achieving 100% accuracy in responses
with no hallucinations, 89% in low-level hallucination cases, and
81% in high-level hallucination cases. In contrast, participants in
the standard warning group achieved 97%, 81%, and 69% accuracy
for no, low, and high hallucinations, respectively. The no warning
group performed the poorest, with accuracies of 100%, 64%, and
56% under the same conditions. These results demonstrates that
tailored warnings substantially enhance participants’ ability to de-
tect hallucinations, particularly in challenging scenarios involving
high-level hallucinations.

Statistical Significance of Results. We conducted a one-way
Analysis of Variance (ANOVA) to evaluate whether there were
statistically significant differences in accuracy ratings across the
three warning conditions: no warning, standard warning, and tai-
lored warning. The ANOVA yielded a statistically significant result
(𝑝 = 0.0062), indicating that at least one group differed from the
others in terms of hallucination detection accuracy. To further in-
vestigate where these differences occurred, we performed a Tukey
HSD (Honestly Significant Difference) post-hoc test. The results
showed that the tailored warning group significantly outperformed
both the no-warning group (𝑝 = 0.005) and the standard warning
group (𝑝 = 0.032). However, the difference between the standard
warning and no-warning groups was not statistically significant
(𝑝 = 0.22). These findings suggest that the tailored warning in-
terface was most effective in improving users’ ability to detect
hallucinations.

Figure 2: Accuracy of Answers

(1) Tailored Warning Group: Participants have the highest
detection rate of hallucinations and provide more accurate
accuracy ratings compared to the other groups.

(2) Standard Warning Group: Moderate detection rates, as
the general warnings may lack specificity but still encourage
caution.

(3) NoWarning Group: Lowest detection rates, as participants
have no guidance to identify potential hallucinations or bi-
ases.

(a) Ease of Usage (b) Trust in Model

Figure 3: User Experience

Trust and User Experience. The evaluation of interface usabil-
ity (Figure 3a, scored from 1 (not easy to use) to 5 (very easy to
use), shows that participants in the no warning group found the
interface easiest to use, followed by the tailored warning group,
and finally, the standard warning group. This might suggest further
improvements can be made in the way warning messages were
conveyed to the user; that said, it is certainly interesting how the
tailored survey group had a easier time utilizing the interface than
the standard. A possibility for this result may lie in that more use-
ful/specific warning messages allows for the user to feel as if they
understood the output better, thus feeling more at ease. Perhaps
more importantly, Figure 3b expresses how tailored users tend to
have more trust in the model than their other two counterparts,
with a difference of 0.67 (out of a 5-point Likert scale).

5 DISCUSSION
Our study demonstrated the significant impact of tailored warning
messages in enhancing users’ ability to detect hallucinations within
a RAG system for TQA tasks. By comparing no-warning, standard-
warning, and tailored-warning conditions across varying levels of
response accuracy (genuine, low-level hallucination, and high-level
hallucination), we gained insights into how contextualized warning
systems improved user engagement, trust, and performance.

Tailored warning systems improve hallucination detection.
Our findings revealed that participants in the tailored-warning
group demonstrated significantly better performance in detecting
both low-level and high-level hallucinations compared to partici-
pants in the no-warning and standard-warning groups. Specifically,
participants in the tailored-warning group achieved an average
accuracy improvement of 25% over the no-warning group and 15%
over the standard-warning group. These results provide compelling
evidence for the enhanced effectiveness of tailored warnings in
improving user accuracy and decision-making when interacting
with AI systems [14].
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This aligns with prior research, which has shown that incorporating
static warnings can mitigate potential harms associated with AI
systems [25]. However, our findings advance this understanding by
demonstrating that tailored warnings—those customized to the spe-
cific context or nature of potential hallucinations—are significantly
more effective than general, standard warnings. Unlike previous
research, which established the utility of standard warnings, our
study highlights the importance of tailoring warning messages to
maximize their impact [26]. This nuanced approach ensures that
users are not only made aware of potential issues but are also bet-
ter equipped to identify and address them, ultimately leading to
improved trust and reliability in AI-driven systems.

User trust and confidence. The nuanced relationship between
user trust and warning systems reveals a complex psychological
dynamic in human-AI interaction [29] [25]. Our findings suggest
that transparency is not merely about presenting warnings, but
about crafting them in a way that empowers users rather than
intimidates them. The statistically significant difference in trust
levels (0.67 on a 5-point Likert scale) between the tailored warning
group and other groups underscores the critical role of contextually
relevant information [14].

This phenomenon extends beyond our immediate research context.
In domains ranging from healthcare to financial decision-making,
users increasingly seek systems that provide not just information,
but meaningful insights into the reliability of that information [2]
[22]. The tailored warning approach represents a paradigm shift
from passive consumption to active engagement with AI-generated
content. By providing specific, actionable context about potential
hallucinations, we transform users from passive recipients to critical
evaluators of information [21].

Moreover, the psychological impact of these warnings cannot be
overstated. Traditional approaches often create a binary perception
of AI systems as either entirely trustworthy or completely unreliable
[26]. Our research demonstrates a more nuanced approach: users
can be made aware of potential limitations while maintaining a
constructive relationship with the technology. This approach aligns
with emerging research on responsible AI development, which
emphasizes transparency and user empowerment [7].

Decision-making and task performance. The implications of
our findings extend far beyond mere accuracy metrics [3]. We ob-
served a profound transformation in how users approach complex
tasks when equipped with tailored warning systems. The accuracy
improvements are not just numerical outcomes but represent a fun-
damental shift in cognitive processing. In the context of Textbook
Question Answering (TQA), users demonstrated an enhanced abil-
ity to critically evaluate retrieved information. This critical thinking
approach is particularly crucial in educational and professional set-
tings where the stakes of misinformation are high. The tailored
warning system effectively acts as a cognitive scaffold, guiding
users through the complex process of information evaluation [24].

The performance differential becomes even more significant when
considering high-level hallucinations. While the no-warning group
showed a dramatic drop in accuracy (from 100% to 56%) as hallucina-
tion complexity increased, the tailored warning group maintained a

more consistent performance (from 100% to 81%). This suggests that
contextual warnings domore than simply flag potential issues—they
fundamentally alter users’ information processing strategies [10].

Enhancing user satisfaction and engagement. Beyond the quan-
titative metrics, our research uncovered subtle yet significant in-
sights into user experience design. The interface usability scores
revealed an intriguing pattern: the tailored warning group found
the system more navigable and intuitive compared to the standard
warning group. This counterintuitive finding suggests that well-
designed warnings can actually enhance, rather than impede, user
experience [2].

The satisfaction metrics point to a broader principle in human-
computer interaction: users appreciate systems that treat them
as intelligent, discerning agents rather than passive consumers.
The tailored warnings provide a sense of agency, allowing users
to feel more in control of their interaction with the AI system.
This psychological empowerment translates directly into higher
satisfaction and engagement [21].

Advancing AI-human collaboration. Our research represents
a critical step towards more transparent, interactive AI systems.
Traditional RAG frameworks have often been criticized as opaque
"black boxes" that provide outputs without context or explanation
[24]. The tailored warning system challenges this paradigm by
introducing a dialogic element to AI interaction.

This approach resonates with emerging philosophical and techno-
logical discussions about AI’s role in human decision-making [29].
Rather than positioning AI as an infallible oracle or a completely
unreliable source, we propose a collaborative model where AI and
humans work together, each compensating for the other’s limita-
tions [16]. The warning system becomes a bridge, facilitating more
meaningful and critical interaction .

Applications in educational settings. The potential impact of
this study on educational technology is particularly profound. In
an era of increasing digital learning with the incorporation of AI,
the ability to critically evaluate information becomes as impor-
tant as the information itself [17]. Our tailored warning system
offers a model for educational AI that doesn’t just deliver content
but teaches critical evaluation skills. We are able to now imagine
adaptive learning platforms where students are not just passive
recipients of information but active participants in their learning
process. The warning system could be integrated into digital text-
books, research databases, and online learning platforms, providing
real-time guidance on information reliability.

Limitations and Future Research. While our study provides
significant insights, it also opens numerous avenues for future in-
vestigation. The current research was limited by its demographic
concentration and specific context of textbook question answering.
While our study provides promising insights, it is important to
acknowledge several potential limitations. First, the sample size
was relatively modest, which may restrict the robustness and sta-
tistical power of our findings. Additionally, the demographic con-
centration of participants—primarily 20-23-year-old university stu-
dents—limits the diversity of perspectives represented in the study.
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This age group, likely comprised of university students or early-
career individuals, may not fully capture the behaviors, preferences,
and challenges of users from broader age ranges or different life
stages.

Furthermore, the context in which the study was conducted may
have introduced implicit biases. For instance, participants’ famil-
iarity with digital tools or specific subject matter could influence
their interaction with the system, making it difficult to generalize
findings to populations with varying levels of digital literacy or
expertise. Future studies should explore:

(1) Demographic diversity: Extending the research across
different age groups, educational backgrounds, and cultural
contexts.

(2) Domain-specific adaptations: Developing tailored warn-
ing systems for specialized domains like medical research,
legal studies, and scientific publications.

(3) Long-term cognitive impact : Investigating how repeated
exposure to such warning systems might alter users’ infor-
mation literacy and critical thinking skills.

(4) Long-term cognitive impact : Investigating how repeated
exposure to such warning systems might alter users’ infor-
mation literacy and critical thinking skills.

(5) Technological scalability: Developing more sophisticated
algorithms for generating context-aware warnings

6 CONCLUSION
In this work, we explored the impact of tailored warnings on user
trust, accuracy in detecting hallucinations, and decision-making
in RAG-based TQA systems. Our results showed that the tailored
warning system significantly improved users’ ability to identify
hallucinated content compared to no warnings or general warnings,
without diminishing trust in accurate responses. Furthermore, the
tailored approach enhanced user confidence and satisfaction by
providing context-specific alerts, mitigating the risk of overgener-
alized skepticism. In summary, these findings highlight the value
of adaptive, user-focused interventions in addressing hallucina-
tions and improving trust in AI systems. This underscores the need
for continued research into dynamic, explainable AI solutions to
support reliable human-AI collaboration.
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